Suppose we initiate a randomized trial of an after-school tutoring program in certain schools in a rural region of Sub-Saharan Africa, and then follow up with the kids a few years later to see what the effects of the program were.  Below, for every student that still lived in our original survey area that we could track down, we show the treatment status, whether the child had migrated out of our research area in the years after our initial program, and the highest grade completed by the student.

	Treated
	Migrated
	Highest Grade

	1
	0
	6

	1
	0
	9

	1
	0
	11

	1
	0
	12

	1
	0
	7

	0
	0
	6

	0
	0
	8

	0
	0
	4

	0
	0
	5

	0
	0
	8


(1) Using the above 10 students, what is the effect of providing a tutor on a child’s highest grade completed?

What if we'd actually administered the treatment to more people?

Imagine if we’d spent more money and tracked down more of the students from the original program.  Instead of just 10 students, we might know that we actually got baseline date for 20 students.

Data for 6 more of the students is below.

	Treated
	Migrated
	Highest Grade

	1
	1
	12

	1
	1
	11

	1
	0
	7

	1
	1
	12

	0
	0
	5

	0
	1
	9


(2) Now what’s our estimate of the program effect?

(3) As far as we know, what fraction of the treated migrated?

(4) What fraction of the control group migrated?

(5) What’s the average highest grade for emigrants? For non-emigrants?

(6) What’s the overall attrition rate?  That is, what fraction of those in the survey did we fail to get data from?

(7) What portion of the treated was successfully surveyed?

(8) What portion of the control group was successfully surveyed?

