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ØAMET2200
Business Decision Making Using Data

Lecture 3

Instructor: Fenella Carpena

September 6, 2019
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Announcements

I Problem Set 2

I Posted by Monday, September 9

I Due on October 3

I Will be longer than Problem Set 1

I OH today 4:30-5:30PM, PE737

I Stata and Final Exam

I Likely no commands, but more on understanding output
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Part 1 of this Course: Data You Want vs. Data You Have

I Business decision-makers never have all the data they want

I about their customers

I about their employees’ productivity

I about their competitors

I If you can only collect a sample of data

I What can you say if you have no information at all about a
process?

I We are building towards the next part of the course:
statistical testing
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Agenda for Today

I Confidence intervals (Chapter 15)

I For proportions

I For means

I Margin of Error and Sample Size Determination (Chapter 15)

I Concepts of Statistical Tests (Chapter 16.1)

I Stata

I display command

I normal and invnormal for standard normal distribution

I ttail and invttail for Student’s t distribution

I ci command for confidence intervals

I Exercise
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Case Study for Today: Credit Cards
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Case Study for Today: Credit Cards

To get a share of the revenue generated from borrowing, airlines,
supermarkets, and organizations ally with Visa/Mastercard to
sponsor an affinity credit card
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Example: OsloMet Alumni Credit Card

I Before Mastercard decides to offer an OsloMet alumni credit
card, they perform a pilot study

I Pre-approved credit card offers are sent by mail to a simple
random sample of 1,000 OsloMet alumni

I On the basis of the result of the pilot, Mastercard decides
whether to launch the card
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Should Mastercard launch the OsloMet credit card?

What do we need to know to answer this question?

1. The proportion of all OsloMet Alumni who will sign up for
the credit card: p

2. The average monthly balance (in kroner) that those who sign
up for the credit card will carry: µ

Both are population parameters and are unobserved
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Summary Statistics for Pilot Sample

Number of offers 1,000
Number accepted 140
Proportion who accepted p̂ = 0.14
Average of monthly balance x = 1, 990.50 kroner
SD of monthly balance s = 2, 833.33 kroner
Kurtosis K4 of monthly balance 2.975

Aside: You can get the information in the above table by using the
command summarize in Stata; use option detail to see kurtosis

Our goal: to use the sample statistics p̂ and x to say something
about the population parameters p and µ
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Let’s start with the population parameter p

I If we find p̂ = 0.14 in our sample, what can we say about the
population proportion p?

I In the pilot sample, we know that 140 out of the 1,000
accepted the credit card offer

I If the credit card is launched at a wider scale, what is the
proportion of all OsloMet alumni who will accept the offer?

I Confidence intervals help us answer this question

I A confidence interval (CI) is a range of plausible values for a
population parameter based on a sample

I From last week, we know the value of p̂ differs from sample to
sample (sampling variation)

I CIs provide a measure of the influence of sampling variation
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Constructing Confidence Intervals

I How do we construct confidence intervals? We need the
sampling distribution of the sample statistic

I How do we get the sampling distribution? We can apply the
Central Limit Theorem (CLT)

I From last week, we know that if the sample size condition is
met, the sample average X has a normal distribution

X ∼ N
(
µ,
σ2

n

)
where X = X1+...+Xn

n , E (Xi ) = µ, SD(Xi ) = σ, SE (X ) = σ√
n

I Notation: SE (X ) is the SD of the sampling distribution
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Applying CLT to the sample proportion p̂

I We can use the CLT for the sample proportion p̂ too!

I Why? The sample proportion p̂ is also an average

Di =

{
1 person i accepts credit card offer

0 otherwise

p̂ =
D1 + D2 + . . .+ D1000

1000

I What is E (Di )? Var(Di )?
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Applying CLT to the sample proportion p̂

I If the sample size is large enough, the sampling distribution of
p̂ is a normal distribution

p̂ ∼ N
(
p,

p(1− p)

n

)
I Why is this useful?

Standard Normal PDF, Z ∼ N (0, 1)
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Applying CLT to the sample proportion p̂

PDF of p̂ ∼ N
(
p, p(1−p)n

)

I p̂ is a r.v., there is a 95% chance that p̂ is in the shaded region

I In 95% of samples, the sample proportion p̂ is within 1.96 SEs
of the population proportion p

I For any of these samples, the interval formed by 1.96 SEs to
the left and right of p̂ will contain p

P(p̂ − 1.96 · SE (p̂) ≤ p ≤ p̂ + 1.96 · SE (p̂)) = 0.95
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CI for proportions: Implementation

I To find the CI, we need SE (p̂) =
√

p(1−p)
n but we don’t

know what p is

I So we use the estimated SE (i.e, p̂ is substituted for p)

se(p̂) =

√
p̂(1− p̂)

n

I This is a good approximation in large samples

I The 95% CI for p is given by the interval p̂ ± 1.96 · se(p̂)

I The value 95% is the confidence level of the interval

I To change the confidence level, change “1.96” to the
corresponding value from the normal distribution
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Credit Cards Example
(a) What is the 95% CI for p, the proportion of all OsloMet

alumni who will accept the credit card offer?

(b) Given the results in part (a), if MasterCard launches the
OsloMet credit card, would 20% of all OsloMet alumni accept
the offer?
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Credit Cards Example

(c) What is the 80% CI for p?

(d) How would the answer in part (c) change if we had a larger
sample size?
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CI for proportions: Assumptions and Conditions

The CI for the proportion requires two assumptions

1. We have a simple random sample (SRS)

I Before starting calculations, check that sample data are
representative

I Credit Cards Example: compare average age, income, etc. in
the pilot sample with the average among all OsloMet alumni

2. Sample size n is large enough so that CLT can be applied

I Sample size condition: both n · p̂ and n · (1− p̂) are > 10

I Credit Cards Example: Does the sample size condition hold?
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CI for the mean

I We can use a similar procedure as what we used for p to
construct a CI for µ

I Using CLT, we know that if the sample size is large,

X ∼ N
(
µ,
σ2

n

)
I This sampling distribution implies that

P(X − 1.96 · σ√
n
≤ µ ≤ X + 1.96 · σ√

n
) = 0.95

I As before, we don’t know what σ is, so we use the estimated SE

se(X ) =
s√
n

where s2 =
(x1 − x)2 + . . .+ (xn − x)2

n − 1
, s =

√
s2



20

What’s new: Student’s t Distribution

I An alternative to the normal distribution, but with wider tails

I Used when we substitute s for σ to get the estimated SE

I The degrees of freedom (df ) controls the shape of the
distribution

I df = n − 1

I As n increases, the t distribution more closely resembles the
normal distribution
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Student’s t Distribution vs. Standard Normal Distribution

Note: Student’s t (red), Standard Normal (black)
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CI for means: Implementation

I The confidence interval for µ is X ± t · s√
n

I The value of t depends on the level of confidence level and
the degrees of freedom, df = n − 1

I But other than the fact that we are using the t distribution,
the intuition is the same
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CI for means: Assumptions and Conditions

The CI for the mean requires two assumptions

1. We have a simple random sample (SRS)

2. Sample size n is large enough so that CLT can be applied

I Sample size condition: n > 10|K4|

I Credit Cards Example: Does the sample size condition hold?
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Credit Cards Example

(e) What is the 95% CI for µ, the average monthly balance that
those who sign up for the credit card will carry?

(f) What is the 80% CI for µ?
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Interpreting the CI

I Credit Cards Example: We are 95% confident that µ lies
between 1,516 kroner and 2,465 kroner

I Might µ be 1,250 kroner? It could be, but based on the
sample results, it’s not likely

I What does “95% confident” mean? If we lined up the CIs
from many samples, 95% of these CIs would contain µ
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Wrong Interpretations of Confidence Intervals

Remember that a CI is a range of potential values of the
population parameter

I 95% of all customers keep a balance between 1,516 kroner
and 2,465 kroner

I Wrong because CI gives a range for the population mean µ,
not the balance of a person

I The mean balance of 95% of samples of 140 people will fall
between 1,516 kroner and 2,465 kroner

I Wrong because CI gives a range for the population mean µ,
not means of different samples

I µ is between 1,516 kroner and 2,465 kroner

I Wrong because µ does not have to fall inside the 95% CI;
the 95% CI might not contain µ
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Going back to our problem: Should Mastercard launch the
OsloMet credit card?

I Let’s look at the profit that Mastercard earns from each
customer

I Suppose we are given the following information:

I A customer who does not accept the credit card offer costs
Mastercard 8 kroner (e.g., postage)

I A customer who accepts the offer costs Mastercard 58 kroner
(e.g., postage + account set-up)

I Mastercard earns 10% on the credit card balance
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Going back to our problem: Should Mastercard launch the
OsloMet credit card?

I Create a new variable Yi , profit per credit card offer

Yi =

{
−8 person i doesn’t accept credit card offer

balance · 0.1− 58 person i accepts credit card offer

I In Stata, this can be done using the following commands:

generate y = .

replace y = -8 if accept == 0

replace y = balance*0.1 - 58 if accept == 1
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Credit Card Example: Should Mastercard launch the
OsloMet credit card?

Summary Statistics for Yi

y 12.867 kroner
s 117.674 kroner
n 1,000
s/
√
n 3.721 kroner

Kurtosis 44.061

(g) Do the data satisfy the sample size condition?

(h) What is the 95% CI for the average profit per offer?
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Credit Card Example: Should Mastercard launch the
OsloMet credit card?

(i) Suppose there are currently 100,000 OsloMet alumni. If
Mastercard makes credit card offers to these 100,000 alumni,
what is the 95% CI for Mastercard’s total profit?

(j) On the basis of the results in part (i), would you recommend
that Mastercard launch the OsloMet credit card?
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Control limit vs. CI: What’s the difference?

I Last week, we studied control limits, a threshold
µ− L ≤ X ≤ µ+ L that determines whether a process should
be allowed to continue

I Both control limits and CIs rely on the sampling distribution
of the sample statistic

I But with control limits, we know the value of the population
parameter µ; the control limits (µ− L, µ+ L) tell us the
interval where the sample mean should be found

I With CIs, the set-up is reversed: we do not know what µ is,
but we use X and SE (X ) to determine plausible values for µ
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Margin of Error

I This is commonly used in election polls

I Also used to determine the sample size: if you know the
needed margin of error, what sample size do you need?
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Margin of Error

I The margin of error (MOE) is an informal 95% confidence
interval that replaces the percentile from the normal or t
distribution with 2 (e.g., instead of 1.96)

I For the sample mean, the MOE is 2 · s√
n

I For the sample proportion, the MOE is 2 ·
√

p̂(1−p̂)
n

I A precise CI has a small margin of error

I The margin of error is affected by the following:
I Variation in the data
I Sample size
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Determining the sample size when studying means

I You want to study µ. If you know the needed MOE, what
sample size do you need?

MOE = 2 · SE (X ) = 2 · σ√
n

=⇒ n =
4σ2

MOE 2

I The necessary sample size depends on σ

I Obtain an estimate for σ using a pilot sample (since we have
to choose n before collecting data)
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Exercise: Orkla Foods
Orkla Foods is planning a line of frozen organic dinners, and the
company plans to conduct a survey to measure the calorie intake
of Norwegians. The company nutritionist wants to know the
average calorie intake to within ±50 calories with 95% confidence.

What sample size do they need for the survey? A pilot study of 25
people shows a standard deviation of 430 calories.
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Determining the sample size for when studying proportions

I You want to study p. If you know the needed MOE, what
sample size do you need?

MOE = 2 · SE (p̂) = 2 ·
√

p(1− p)

n
=⇒ n =

4p(1− p)

MOE 2

I The sample size depends on p, but no need for a pilot sample
because p = 0.5 yields the largest possible value of p(1− p)

I Using p = 0.5, the necessary sample size is then

n =
1

MOE 2

I Example: we want an MOE of 0.03 (i.e., 3%), n = 1
0.032

=⇒ n = 1, 111.1. The sample size 1, 112 guarantees that the
MOE is 3% or smaller
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Exercise: Video Games

A video game developer wants to know how intensely customers
play its most recently released game. It is planning to run a small
survey of its customers.

(a) If the developer wants to know the average number of minutes
spent daily playing the game to within ±10 minutes, how small
does the standard error of the mean of a sample need to be?

(b) Would a sample of n = 200 customers be enough to meet the
goal stated in part (a), or is there missing information?

(c) The developer would like to know the proportion of customers
who have played its game in the last week to within 5% (i.e.,
±0.05). How many customers does it need to survey?
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Exercise: Video Games
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Part 2 of this Course: Making Decisions Based on Inference

I Given limited data, business decision makers need to choose
how to act on it

I You have some benchmark or two groups you want to compare

I How do you know any difference isn’t due to noise?

I What is the likelihood of making a mistake in your decision?

I In the next lectures, we’ll build on what we know about the
distributions of sample statistics to conduct statistical tests
that provide us with some clarity
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Case Study: SPAM software

An office manager is considering installing software on all office
computers to filter SPAM e-mails (costs $15,000 per year). To
make it profitable, the software must reduce SPAM to less than
20% of all emails. Should the manager buy the software?

I We’ll use a statistical test to answer this question

I What is the population of interest here? All emails that would
pass through the filter next year

I What is our parameter of interest? The proportion of the
population p that is SPAM
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Concepts of Statistical Tests

(1) Null and Alternative Hypothesis

(2) One- and Two-sided Tests

(3) Type I and Type II Errors

(4) Test Statistic
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Concepts of Statistical Tests: (1) Null and Alternative Hyp.

I A statistical hypothesis asserts a claim about a parameter of
a population

I A null hypothesis (H0) specifies a default course of action

I preserving the status quo

I An alternative hypothesis (H1 or Ha) contradicts the
assertion of the null hypothesis

I burden of proof is on H1; “innocent until proven guilty”

I SPAM software example: Let p be the proportion of SPAM
emails that slip past the filter

I H0 : p ≥ 0.20

I Ha : p < 0.20

I These hypotheses are a one-sided test
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Concepts of Statistical Tests: (2) One- & Two-Sided Tests

I In a one-sided test, the null hypothesis allows any value of a
parameter larger (or smaller) than a specified value

I In a two-sided test, the null hypothesis asserts a specific
value of the population parameter
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Concepts of Statistical Tests: (3) Type I and Type II Errors

I Type I Error: rejecting H0 incorrectly (false positive)

I SPAM Software Example: Buying software when it is not
cost-effective

I Type II Error: fail to reject H0 incorrectly (false negative)

I SPAM Software Example: Not Buying software when it would
have been cost-effective
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Concepts of Statistical Tests: (4) Test Statistic

I Hypothesis tests rely on a test statistic

I A test statistic is a sample statistic that estimate the
population parameter specified in H0 and Ha

I SPAM Software Example: let p̂ denote the proportion of spam
in a sample; p̂ is the test statistic

I The test statistic determines whether we reject H0

I The key question we will answer is: What is the chance of
getting a test statistic this far from H0 if H0 is true?


