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There is growing interest in the use of subjective well-being data, such as survey questions
about happiness and life satisfaction. The existing validation tests determine whether
these subjective measures have a positive correlation with objective measures of
well-being, such as suicide rates and frequency of smiling. We propose an alternative test
consisting of three steps: using regression analysis to infer preferences from subjective
well-being data; using those estimated parameters to predict how a rational
utility-maximizer individual should have acted; and comparing predicted behavior with
actual behavior. This validation test can be compelling for economists, because it compares
decision utility (i.e., preferences inferred from behavior) to reported utility (i.e., preferences
inferred from self-reported well-being). We provide an application of this test based on a
model of food consumption, estimated with one of the most widely used measures of sub-
jective well-being: life satisfaction. We find that, across individuals, a one percentage point
increase in the actual expenditure share is associated with a 0.76 (SE 0.196) increase in the
share predicted by life satisfaction. Additionally, life satisfaction performs significantly bet-
ter than other objective and subjective measures of well-being (e.g., income, satisfaction
with income). The evidence suggests that life satisfaction offers some useful information
about experienced utility.

� 2015 Elsevier B.V. All rights reserved.
1. Introduction

There are two possible meanings of the term utility. On the one hand, Samuelson’s decision utility refers to preferences as
revealed by observed choices (Samuelson, 1948). On the other hand, Bentham’s experienced utility refers to the actual feel-
ings of pleasure and pain that an individual experiences in response to certain stimuli (Kahneman, Wakker, & Sarin, 1997).
Samuelson’s revealed preference principle is arguably the most important and influential concept in economics. However,
this decision utility may sometimes be difficult to estimate or less reliable. For example, economic analysis often relies
on the assumption that decision utility reflects experienced utility, but this assumption can be violated by bounded rational-
ity, endogenous preferences, or problems of self-control, among others (Chetty, 2015; Kahneman et al., 1997).1
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An alternative measure of experienced utility would be valuable for situations where decision utility is less reliable, too
costly, or impossible to estimate. Economists and other social scientists have long sought a direct measurement of experi-
enced utility. For example, Edgeworth (1881) fantasized about a hedonimeter, an instrument capable of measuring pleasure
in real time. Neuroscience may someday provide this tool, but for now we rely on other sources of data. Among social
scientists, there has been exponential growth in the use of subjective well-being data. For example, some studies use data
on responses to questions like, ‘‘Are you very happy, pretty happy, or not too happy?’’ This literature, sometimes referred to
as happiness economics, has grown rapidly over the last few decades (for a review, see Di Tella & MacCulloch (2006)). This
growth was facilitated by the availability of subjective well-being data in countless surveys around the world and spanning
several decades. These studies often compare the well-being of individuals or nations (e.g., Easterlin, 1974; Kahneman &
Deaton, 2010; Ludwig et al., 2012; Stevenson & Wolfers, 2008, 2009). However, a significant number of these studies use
subjective well-being data to test theories about human behavior (e.g., Easterlin, 1995; Gruber & Mullainathan, 2005;
Luttmer, 2005; Oswald & Powdthavee, 2008; Perez-Truglia, 2013; Senik, 2004). In spite of the increasing use of subjective
well-being data, a majority of economists remain skeptical, although this skepticism may be about subjective data in general
and not just well-being data (Bertrand & Mullainathan, 2001).

Several studies provide validation tests for subjective well-being measures. These tests typically consist of gauging
whether a subjective measure of well-being is positively correlated to objective measures of well-being, such as emotional
expressions (e.g., Sandvik, Diener, & Seidlitz, 1993), neurological measures (e.g., Urry et al., 2004), third-party evaluations
(e.g., Sandvik et al., 1993), aggregate suicide rates (e.g., Di Tella, MacCulloch, & Oswald, 2003), among others (for a recent
review, see Diener, Inglehart, & Tay (2013)). Most economists seem unpersuaded by this evidence, because it does not dis-
card the possibility that these subjective scores measure superficial aspects of life, like mood. For instance, suppose that
reporting to like the Rolling Stones is positively correlated to the frequency of smiling. This correlation is not sufficient
evidence to support a Rolling Stones Index to guide economic policy or test economic theories. Nevertheless, psychologists
have devoted a large literature to investigating these subjective scores measures. They have identified several measurement
challenges, such as sensitivity to contextual factors and selective memory, and developed tools to address them (e.g., Stone,
Shiman, & DeVries, 1999).2 However, methodological differences make such insights less compelling for the average economist.
Thus, this paper proposes a framework for testing the validity of a subjective well-being measure that should be more com-
pelling for economists.

Consider a context in which decision utility is believed to provide an accurate approximation of experienced utility. If, in
that context, reported utility is similar to decision utility, then that would provide a compelling argument for using reported
utility in cases where decision utility is absent or less reliable. Based on this insight, we propose a test consisting of three
steps: using regression analysis to infer preferences from subjective well-being data; using those estimated parameters to
predict how a rational utility-maximizer individual should behave; and comparing the predicted behavior with the actual
behavior.

In addition to formulating a general version of the test, we provide a simple application based on a model of household
consumption. To illustrate the intuition behind this application, assume that we have an hedonimeter that is capable of
measuring well-being, Hi. After experimenting with different combinations of consumptions of two goods, X1 and X2, we find
the following relationship in the data: Hi � l̂1

i � lnðX1Þ þ l̂2
i � lnðX2Þ. If this individual rationally maximized Hi, then she

should choose an expenditure share equal to ŝ1
i ¼

l̂1
i

l̂1
i
þl̂2

i
. To test the validity of the hedonimeter, we should measure the

expenditure share that this individual chooses in reality, and compare that share to the prediction of the hedonimeter.
We estimate a model of food consumption using panel data on subjective well-being, expenditures, and prices from a

Russian household panel. The life satisfaction data is used to estimate consumption preferences in two categories of food:
animal source and non-animal source. We assume that preferences are heterogeneous across individuals but stable over
time. Thus, we can exploit the panel structure of the data to estimate individual-specific preference parameters. Ideally,
we would test whether the actual and predicted choices are equal for every individual. However, because of data limitations,
our application lacks enough power to perform an ideal version of the test. Instead, we perform a weaker version of the test
by measuring the cross-individual association between actual and predicted expenditure choices.

We find that, across individuals, a one percentage point increase in the actual expenditure share is associated with an
increase of 0.76 (SE 0.196) percentage points in the expenditure share predicted by life satisfaction. Indeed, we cannot reject
the hypothesis of a regression coefficient of 1, which corresponds to the ideal value in the context of this test. However, given
the imprecise estimation of this parameter, we cannot reject the hypothesis that the coefficient equals 0.5 either.
Additionally, we show that life satisfaction performs significantly better in this test relative to other objective and subjective
measures of well-being (e.g., income, satisfaction with income, perception of economic ranking, and health self-evaluation).
The evidence suggests that life satisfaction offers useful information about experienced utility. However, it is unknown
whether life satisfaction would perform well in the strong version of the test.

To the best of our knowledge, only a few papers provide validation tests that are similar to our test. First, Oswald and Wu
(2010) use objective data to compare state-level averages of happiness and a quality-of-life measure inferred from residen-
tial choices. They report a statistically and economically significant correlation coefficient of 0.6 between the subjective and
2 See Diener et al. (2013) for a recent review. Indeed, there are still important disagreements in some respects – for example, there is a debate as to whether
happiness measures more frequency rather than average intensity of pleasurable moments (Diener, Sandvik, & Pavot, 1991).
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objective measures of well-being. Although they do not compare predicted behavior to actual behavior, as we propose, their
test is implicitly based on the comparison between reported and decision utility.

Second, Benjamin, Heffetz, Kimball, and Rees-Jones (2012) provide a test based on a cleverly designed survey. Subjects are
shown pairs of hypothetical tradeoff scenarios (e.g., higher income but longer workdays). Subjects are then asked to report
which scenario they would choose and which scenario would make them happier. The evidence suggests that, despite
significant discrepancies, predicted choice is largely consistent with predicted well-being: 83% of the time, respondents
chose the scenario with the highest anticipated well-being. In a follow-up paper, Benjamin, Heffetz, Kimball, and
Rees-Jones (2014) present further evidence from a survey of students from U.S. medical schools shortly after submitting their
choice rankings for the National Resident Matching Program. They analyze the students’ choice rankings, anticipated subjec-
tive well-being rankings, and expectations about the quality of residencies (e.g., prestige). They estimate the marginal rates
of substitution inferred from choice rankings and the anticipated subjective well-being rankings. They find that, even though
life satisfaction does better than other subjective measures of well-being, the trade-offs inferred from life satisfaction are
substantially different from the trade-offs inferred from choice rankings.3

Benjamin et al. (2012, 2014) study the validity of hypothetical well-being data (e.g., they ask whether the respondent
anticipates more life satisfaction for particular hypothetical situations). However, the vast majority of the subjective
well-being literature uses stated well-being data (e.g., whether the respondent feels a little or a lot satisfied with her life
at the moment). Although the evidence in Benjamin et al. (2012, 2014) is suggestive, it does not directly address the validity
of stated well-being data.4 Our paper tries to fill this gap.

2. A general validation test for subjective well-being data

Let ci;t denote a vector with the choice variables, where the subscript i indexes individuals and subscript t indexes time.
For instance, the elements in ci;t could denote consumption of different goods or work hours. Let U ci;t; /i

� �
denote the utility

function, where /i is a vector of preference parameters. Let Hi;t denote a measure of subjective well-being (i.e., reported util-
ity). Consider the following regression equation:
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Hi;t ¼ U ci;t ; /i

� �
þ �i;t
Given a set of instrumental variables Zi;t , i.e., E Zi;t � �i;t
� �

¼ 0, we can consistently estimate the parameter values, /̂i. Let
F ci;t ; pi;t

� �
¼ 0 denote the individual’s feasible choice set. For instance, in a problem of optimal consumption the latter would

be the budget constraint and pi;t would contain information about prices and income. Let ĉi;t be the choices predicted by the
subjective well-being data:
ĉi;t ¼ arg max
c

U c; /̂i

� �
s:t: F c; pi;t

� �
¼ 0
To test the consistency of reported utility with decision utility, we must measure how consistent the predicted choices,
ĉi;t , are with the observed choices, ci;t . 5 The attractiveness of this approach is that it does not require to specify or estimate a
model for decision utility.6 To perform this test, we must define a notion of consistency between predicted and observed
choices. A strong version of consistency suggests testing the null hypothesis that ĉi;t ¼ ci;t 8i; t (in which case reported utility
would be consistent with decision utility). If each ĉi;t was precisely estimated, then the consistency between predicted and
observed choices could be assessed as the R-squared in an scatterplot of ĉi;t ; ci;t

� 	
. In other words, we could measure whether

predicted choices explain 10%, 50% or 90% of the variation in actual choices.
In practice, the data may not be good enough and then each individual ĉi;t may be very imprecisely estimated. In that case,

the strong version of the test would be uninformative. Indeed, this turns out to be the case in the application to food
consumption presented in the following sections. In that case, we can use a weak version of the test, based on an alternative
definition of consistency between predicted and actual choices. The null hypothesis of the week test is that the coefficient
from a regression of ĉi;t on ci;t should be equal to one. Note that it is perfectly plausible for reported utility to satisfy the weak
test while at the same time violating the strong test.7
e that, however, they still find a significant prediction rate for subjective well-being, although it is somewhat smaller than that of the Benjamin et al.
study.
eed, Benjamin, Heffetz, Kimball, and Rees-Jones (2014) discusses some biases in survey responses (e.g., halo effect, cognitive dissonance) that may
that the validity of hypothetical well-being data may serve as an upper bound to the validity of stated well-being data.
simplicitly, we take observed choices, ci;t and the extra choice parameters, pi;t , as given. In practice, due to issues such as measurement error, we may
able to observe an estimate of such variables (e.g., average consumption shares over a period of time).
rnatively, we could estimate the preference parameters with a traditional choice model, /̂choice

i , and compare those estimated parameters directly with
esponding parameters estimated with life satisfaction data, /̂i . However, depending on how complex the choice model is, that could make the test less
forward. For example, Benjamin, Heffetz, Kimball, and Rees-Jones (2014) compare directly marginal rates of substitution inferred from subjective
ing and choice, which adds an additional layer of complexity.
ume that ĉi;t is very precisely estimated. In the scatterplot of ĉi;t ; ci;t

� 	
, it is possible that the regression coefficient is exactly one (satisfying the weak

d still the R-squared can be arbitrarily small (violating the strong test).
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We should also note that, even if the data is good enough to pass the strongest version of the test, the results would not
imply that reported utility is valid for every purpose. Intuitively, our test assesses the validity of subjective data for estimat-
ing marginal rates of substitution. And since marginal rates of substitution are estimated using within-individual variation in
reported utility, the fact that the marginal rates of substitution are valid does not imply that the cross-individual variation in
reported utility is also valid (e.g., reported utility may still over-estimate the levels of experienced utility of Spanish speakers
relative to English speakers).

Last, it is important to note that it would be very unrealistic to expect that a single question about subjective well being
could accurately predict choices. There are multiple questions about subjective well-being that measure different combina-
tions of emotional states, and some of these measures of reported well-being may provide a better representation of some
marginal rates of substitution (e.g., consumption of different food items) but worse representation of other rates of substi-
tution (e.g., consumption vs. leisure). Indeed, it is straightforward to extend the basic framework to allow for a utility func-
tion that depends on a combination of emotional states (Becker & Rayo, 2008). Assume that the experienced utility can be
approximated by a linear combination of emotional states:
8 See
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i;t ;
XK
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ck ¼ 1
where Hk
i;t

n oK

k¼1
is the set of K measures of subjective well-being. We could use this index H�i;t to estimate jointly preferences

and weights (i.e., /̂ and c) to best predict choices.8

3. An application to consumption choices

We illustrate the approach with a very simple application: the choice of allocate a fixed budget across J goods.9 Let sub-
scripts i and t denote individuals and time, and superscript j ¼ 1; . . . ; J denote consumption goods. Let Ui;t be the Cobb–Douglas

utility function over consumption goods.10 Let c j
i denote consumption on good j; e j

i denote expenditure in j and p j
i denote j’s

price. We drop the superscript j to denote the vector for all J goods. Using the identity e j
i ¼ c j

i � p
j
i , the utility function can be

expressed as follows:
Ui;t ei;t ;pi;t ;ai
� �

¼
XJ

j¼1

a j
i ln e j

i;t

� �
�
XJ

j¼1

a j
i ln p j

i;t

� �
Note that we are assuming that preferences are heterogeneous but stable over time. In that case, we can exploit the panel
structure of the data to obtain consistent estimates of the individual-specific parameters, ai (Swamy, 1970). To do so, we

must regress subjective well being on the interaction between the expenditure variables, ln e j
i;t

� �n oJ

j¼1
, and the individual

dummies. This specification compares – for each individual – changes in expenditures of different goods to the change in

well-being. If i’s happiness reacts more favorably to the consumption of good j, that will result in a higher â j
i .

The advantage of estimating individual-specific preferences is that we can predict expenditures shares for each individ-
ual. As a result, we can test not only whether the life satisfaction data predicts the average expenditure choices, but also if it
predicts cross-individual differences in expenditure choices. In the case of two goods, this regression yields a pair of esti-
mated marginal utilities for each individual, â1

i ; â2
i

� 	
. If both parameters are positive, then the predicted expenditures share

in the first good is
â1

i
â1

i
þâ2

i
, which is the interior solution to the optimal consumption problem.11 If one of the marginal utilities is

positive and the other is negative, then the prediction is a corner solution: all of the expenditures should go to the consumption
category with the positive coefficient. If both marginal utilities are negative, then the prediction is another corner solution: the
individual should spend zero in both consumption goods, which would leave the expenditures share indeterminate.

This model makes a number of assumptions that are worth discussing. One important assumption is the exclusion restric-
tion. Indeed, we can think of a number of potential sources of omitted-variable-biases. For instance, not controlling for prices
or consumption of non-food items could in principle introduce systematic biases. In the results section, we offer robustness
checks aimed at testing some of these potential sources of biases. In any case, we must keep in mind that the predicted
Benjamin, Heffetz, Kimball, and Rees-Jones (2014) and Benjamin, Heffetz, Kimball, and Szembrot (2014) for a related discussion on the optimal
ation of multiple subjective scores. In particular, the results in Benjamin, Heffetz, Kimball, and Szembrot (2014) suggest that measures of well-being

multiple questions do not seem to explain marginal rates of substitution significantly better than single-question measures.
s is a partial optimization problem: i.e., we are taking as given that the individual wants to spend a budget M over those N goods. That problem is of
part of a more general optimization problem where the individual must also solve trade-offs between other goods outside those N goods, including
itures at different points in time.
n though the Cobb–Douglas assumption may seem strong, this functional form happens to fit the data very well.
ultiple-member households, the prediction for the household-level expenditures should depend on the combination of the individual preferences of all

old members, weighted by their corresponding bargaining power. Since we do not observe their bargaining powers, this is an additional source of model
ification.
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choice is the ratio between the marginal utility over the two goods. As a result, these omitted-variable-biases will not affect
predicted choices if they bias the estimated marginal utilities for the two goods to a similar extent. For example, we are
assuming that preferences vary across individuals but are held constant for a given individual over time. If this assumption
was violated, that may inflate the estimates of the marginal utilities for both goods in a similar manner, thereby not affecting
the predicted choice.12 Last, an implicit but important identification assumption is that the individuals do not always choose
the optimal consumption bundle: otherwise, given the assumption on stable preferences, there would be perfect
multi-collinearity between the expenditure variables from the right hand side of the regression equation. These deviations from
the optimal bundle can be due to various plausible factors, such as experimentation and informational/choice frictions.

4. Data

We use panel data from rounds 5 to 20 (corresponding to years 1994–2011) of the Russian Longitudinal Monitoring
Survey13 (RLMS).14 We chose this survey for several reasons. First, it contains one of the most widely used measures of subjec-
tive well-being, life satisfaction, as well as some additional measures of subjective well-being.15 Second, the data contain
detailed measures of household expenditures, prices, and income. Finally, the panel structure of this dataset links the same indi-
viduals over several years, which is a critical requirement for the estimation of individual-specific preference parameters.

Let J be the number of individuals and let R be the number of variables with individual-specific parameters (including the
intercept). In the heterogeneous-preference specification, the number of individual-specific parameters is equal to R � J. To
limit the number of parameters, we fix R ¼ 3 by focusing on just two consumption categories: animal source food (e.g.,
meats, dairy products, fish, eggs, fat) and non-animal source food (e.g., potatoes, breads, sugar, fruits, vegetables).16 These
measures of expenditures are constructed using responses to a battery of questions about expenditures on dozens of specific
items (e.g., milk, potatoes). Additionally, the RLMS contains a community-level survey on prices of specific food items (e.g., milk,
potatoes), which we used to construct price indexes for each of the two food categories.17

The key measure of subjective well-being is the standard life satisfaction question: ‘‘To what extent are you satisfied with
your life in general at the present time?’’ The possible answers range from ‘‘not at all satisfied’’ (1) to ‘‘fully satisfied’’ (5). We
employ the Probit-OLS (POLS) regression model for this dependent variable (van Praag and Ferrer-i-Carbonell, 2007). This
model consists of an OLS regression where the dependent variable does not take the values from 1 to 5 but, instead, some
other values that take into account the ordinal nature of the life satisfaction question.18 We find very similar results when
using OLS with the raw scores of 1–5. This evidence is consistent with Ferrer-i-Carbonell and Frijters (2004), who show that
using ordinal or cardinal models for the subjective well-being outcomes makes little difference in practice if
individual-specific intercepts are included.

The data also include other measures of subjective well-being, which we use to provide a benchmark for life satisfaction.
Economic satisfaction is based on the question: ‘‘Tell me, please, how satisfied are you with your economic conditions at the
present time?’’ The scale of possible answers is the same as for the life satisfaction question, ranging from ‘‘not at all satis-
fied’’ (1) to ‘‘fully satisfied’’ (5). Unfortunately, this question was not included in all rounds of the survey, resulting in a
slightly smaller sample size. Another measure of subjective well-being, economic rank, is based on the question: ‘‘And
now another nine-step ladder where on the lowest step stand people who are absolutely not respected, and on the highest
step stand those who are very respected. On which of the nine steps are you personally standing today?’’ The possible
12 This is the same bias that would arise from ignoring the stable part of the preference heterogeneity. Intuitively, if individuals who have higher marginal
utility from a certain consumption good are on average more likely to consume more of that good, then ignoring preference heterogeneity will lead to an
over-estimation of the average marginal utility for that good.

13 Source: Russia Longitudinal Monitoring survey, RLMS-HSE, conducted by Higher School of Economics and ZAO ‘‘Demoscope’’ together with Carolina
Population Center, University of North Carolina at Chapel Hill and the Institute of Sociology RAS. RLMS-HSE sites: http://www.cpc.unc.edu/projects/rlms-hse,
http://www.hse.ru/org/hse/rlms.

14 This database is representative of the Russian population. For previous economic applications of this dataset on life satisfaction, see for example Senik
(2004) and Perez-Truglia (2013).

15 Other studies commonly find significant differences when using happiness instead of life satisfaction (Kahneman & Deaton, 2010). Indeed, Benjamin et al.
(2012, 2014) report that evaluative subjective well-being measures, such as life satisfaction, are better at predicting choices than affective happiness. Thus, our
results with life satisfaction data should not be directly extrapolated to other subjective measures such as happiness scores.

16 The RLMS does include data on expenditures in non-food items. However, we focused on expenditures of food items because expenditures in non-food
items were measured with much less detail. For example, expenditures in clothing were measured with a single survey question, in contrast to the dozens of
questions used to measure food expenditures. Using non-food items would also introduce other complications, such as having to deal with zero or missing
values in expenditures (e.g., over 35% of households report zero or missing clothing expenditures) and having to deal with consumption of non-durable goods.

17 Expenditures can still be systematically different from consumption due to a variety of reasons such as measurement error, stockpiling and household
production. However, if the degree of measurement error is similar across the two consumption items, then the attenuation bias will be roughly proportional to
the coefficients and it will not affect the resulting marginal rate of substitution. And given the logarithmic specification, stockpiling and household production
will not be a problem as long as expenditures are roughly proportional to consumption.

18 That is, the underlying difference in satisfaction from answering ‘‘not at all satisfied’’ (1) and ‘‘less than satisfied’’ (2) need not be equal to the corresponding
difference between ‘‘rather satisfied’’ (4) and ‘‘fully satisfied’’ (5). The POLS method consists of assigning values to the categories by fitting an ordered probit to
the raw sample fractions. For example, if a fraction q reports the lowest category (not at all satisfied), that means that the highest satisfaction among the lowest
category must be U�1 qð Þ, where U is the cumulative distribution of a standard normal. Thus, the POLS method assigns the lowest category an score of E zjz < q½ �,
where z is distributed standard normal.
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answers range from 1 to 9. The last measure of subjective well-being considered is the health self-evaluation, which mea-
sures how the individual perceives her own health, on a scale from ‘‘Very Bad’’ (1) to ‘‘Very Good’’ (5).

The regressions always include individual-specific fixed effects, year dummies, and a set of additional control variables:
the number of household members, a dummy for household head, age, age squared, a set of four dummies for marital status,
eight region dummies and their interactions with the time effects. We had to exclude some households from the sample.
First, we dropped households who reported missing or zero food expenditures or income (less than 1% of the sample).19

To limit the influence of outliers, we excluded households in the top 1% of either the distribution of income or the distribution
of food expenditures. Last, since the model has to be estimated with up to four variables with individual-specific coefficients, we
restricted the final sample to individuals who respond in more than four years. The final sample includes 70,317 observations on
7,104 individuals, implying that individuals in the sample respond for an average of ten years. See Table 1 for data definitions
and Table 2 for descriptive statistics.

Fig. 1 shows some basic facts about the distribution of the expenditure shares in animal source food. First, Fig. 1a shows a
histogram of the expenditure shares across individuals. This histogram suggests that there is substantial cross-individual
variation in expenditure choices.20 This heterogeneity is crucial for the empirical analysis, because the main test consists of
predicting cross-individual differences in expenditure choices. Second, Fig. 1b shows a binned scatter plot of the relationship
between the share of expenditures in animal source food and the total food expenditures. For each 1% increase in total food
expenditures, the share of food expenditures from animal source increases by just 0.037 percentage points (p-value<0.01).
Even though statistically significant, the magnitude of this association is very small.21 This finding suggests that the vast major-
ity of the cross-individual differences in expenditure choices cannot be explained mechanically by differences in income. In
turn, this finding suggests that life satisfaction cannot predict choices due to a mechanical correlation between life satisfaction
and income. We will provide more direct evidence on this respect in the following section, where we use income instead of
subjective well-being as a benchmark for predicting expenditure choices.

5. Results

Table 3 presents the final results. All coefficients are shown with bootstrapped standard errors, clustered at the individual
level. Column (1) reports the baseline specification, which uses life satisfaction as the dependent variable. Columns (2)
though (7) report specifications with additional control variables or with alternative dependent variables.

Table 3 reports the averages of the predicted and actual shares of expenditures in animal source food. Both of these aver-
ages are computed for the subset of individuals without indeterminate predictions. Table 3 also reports the proportions of
individuals with an indeterminate prediction and with an extreme prediction. The proportions of individuals with indeter-
minate and extreme predictions are substantial: 14.4% and 60%, respectively, according to column (1). This result is partially
due to the low statistical precision of the individual-specific parameters, which depend largely on the number of time peri-
ods that the individuals are observed (on average, only ten periods). However, a significant proportion of indeterminate and
extreme predictions may also arise because reported utility is a bad approximation for decision utility. In any case, we must
note that the proportions of indeterminate and extreme predictions are similar across all specifications reported in Table 3,
suggesting that indeterminate and extreme predictions cannot explain the differences in findings across different
specifications.

Column (1) of Table 3 shows that the difference between the average predicted share (51.2%) and the average actual share
(57.1%) is statistically significant but economically small. Although this finding suggests that life satisfaction can accurately
predict average expenditure choices, similar (or even better) accuracy is attained by other objective and subjective measures
of well-being, such as income in column (4) and economic rank in column (6). The high prediction accuracy is most likely due
to the fact that the correct prediction rate is close to 50%. As a result, using pure noise as a dependent variable would sim-
ilarly result in an average predicted share close to 50%.

The bigger challenge for the life satisfaction data is predicting cross-individual differences in expenditure choices.
However, this test would not be informative, because individual predicted shares are imprecisely estimated. The lack of pre-
cision results from the fact that each pair of marginal utilities is estimated from a regression with ten observations (i.e., the
average number of years that the individuals remain in the sample) and three independent variables (i.e., the two expendi-
ture variables plus the individual fixed effect). Nevertheless, the estimates are precise enough to study the weak version of
the validity test introduced in Section 2 (i.e., the cross-individual association between actual and predicted choices). The first
row of Table 3 presents this cross-individual association between predicted and actual expenditure shares. To account for the
fact that predicted shares cannot be lower than zero or higher than one, the association coefficient was using a Tobit
regression.
19 For observations with missing values in the additional control variables (e.g., number of household members, household head dummy), we imputed those
values by using the average values in the entire sample. In any case, the differences are negligible if we instead drop those observations.

20 It is important to note that the vast majority of responses to this survey are collected every year during the same calendar month, so that this
cross-individual variation is not a mechanical product of seasonality. Additionally, note that some of this cross-individual variation in choices can reflect other
things besides preference heterogeneity, such as measurement error, experimentation, etc.

21 Note that each of the dots from Fig. 1b correspond to a decile of the distribution of total food expenditures. Even the extreme move from the lowest to the
highest decile has a small effect in the expenditure share.



Table 1
Data definitions.

Variable name Definition

Life satisfaction Individual response to the question: ‘‘To what extent are you satisfied with your life in general at the present time?
[Not at all satisfied 1] [Less than satisfied 2] [Both yes and no 3] [Rather satisfied 4] [Fully satisfied 5]’’

Economic satisfaction Individual response to the question: ‘‘Tell me, please, how satisfied are you with your economic conditions at the
present time? [Not at all satisfied 1] [Less than satisfied 2] [Both yes and no 3] [Rather satisfied 4] [Fully satisfied 5]’’

Economic rank Individual response to the question: ‘‘And now another nine-step ladder where on the lowest step stand people who
are absolutely not respected, and on the highest step stand those who are very respected. On which of the nine steps
are you personally standing today? [Lowest Step 1] [2] . . . [Highest Step 9]’’

Health self-evaluation Individual response to the question: ‘‘Tell me, please: How would you evaluate your health? [Very bad 1] [Bad 2]
[Average, not good, but not bad 3] [Good 4] [Very good 5]’’

Expenditures in animal source
food

Household monthly expenditures (in thousands of rubles deflated to year 2000) on meats, dairy products, fish, eggs
and fat, constructed using data on several questions on expenditures on individual items

Expenditures in non-animal
source food

Household monthly expenditures (in thousands of rubles deflated to year 2000) on potato, bread, sugar, fruits,
vegetables and other food items, constructed using data on several questions on expenditures on individual items

Income Household monthly income (in thousands of rubles deflated to year 2000). This variable was constructed by the
RLMS using data on several sources of income, such as cash and non cash salaries, other paid work, unemployment
benefits and pensions, state transfers, private transfers, among others

Table 2
Descriptive statistics.

Observations Mean Sd Min Max

Life satisfaction 70,317 2.80 1.11 1.00 5.00
Economic satisfaction 58,950 2.28 1.07 1.00 5.00
Economic rank 69,494 3.81 1.40 1.00 9.00
Health self-evaluation 70,096 3.11 0.70 1.00 5.00
Expenditures in animal source food 70,317 1922.86 1392.92 19.65 8821.92
Expenditures in non-animal source food 70,317 1397.24 1102.75 15.49 7316.46
Income 70,317 5881.37 4250.78 1.15 54138.96

Notes: Data from the RLMS over the period 1994–2011. The sample excludes individuals with zero or missing information for expenditures/income,
observations in the top-1% of the distribution of expenditures/income and individuals who were respondents in fewer than five rounds. See Table 1 for data
definitions.

80 R. Perez-Truglia / Journal of Economic Psychology 49 (2015) 74–83
The results from the baseline specification shown in column (1) suggest that the correlation between predicted and actual
expenditure shares is economically large and statistically significant at the 1% level. The regression coefficient of 0.76 implies
that, for each percentage point increase in the actual expenditure share of an individual, the individual’s predicted expen-
diture share increases by 0.76 percentage points. Indeed, we cannot reject the null hypothesis that the regression coefficient
is equal to 1, which would be the ideal value (for the weak test). However, given how imprecisely estimated this regression
coefficient is, we cannot reject the null hypothesis of a coefficient of 0.5 either.

Columns (2) and (3) reproduce the results, with some changes in the specification for robustness checks. A first concern is
that the baseline regression does not control for non-food expenditures. If expenditures in one of the food categories were
more strongly correlated to non-food expenditures, then that could introduce systematic biases. Given the previous evidence
that the composition of food expenditures does not change with income (Fig. 1b), this possibility seems unlikely. To provide
more direct evidence, the specification in column (2) is identical to that in column (1), except that the regression includes the
logarithm of income as an additional control variable (with individual-specific coefficients). This variable is intended to
control for differences in non-food expenditures. As expected, the results in column (2) are similar to the baseline results
in column (1). If anything, the association between predicted and actual shares increases slightly from 0.76 in column (1)
to 0.79 in column (2).

Failing to control for relative prices can also introduce omitted-variable biases because of the mechanical correlation
between prices and expenditures. Indeed, some of the control variables included in the baseline specification are meant
to control for prices indirectly (e.g., the interaction between region and time effects). To address this concern more directly,
we construct a price index for each of the two consumption categories using data on prices from the community-level survey
of the RLMS. We correct the expenditure variables by dividing them by their respective price indexes. The results, presented
in column (3), are similar to the results from the baseline specification in column (1). If anything, controlling for prices
increases the association between predicted and actual expenditure shares from 0.76 in column (1) to 0.89 in column (3).

Another concern is that even an objective measure of well-being, such as income, may perform as well as life satisfaction
in this weak version of the validity test.22 Again, the finding that the composition of food expenditures does not change with
income (Fig. 1b) suggests otherwise. To address this concern more directly, column (4) presents the results for the baseline
22 Note that, at least in theory, an outcome variable could perform worse in the weak version of the test and yet perform better in the strong version of the
test.
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Fig. 1. Share of food expenditures in animal source food. Notes: Panel a. is the histogram of the average share in animal source food (averaged over all the
years that each household is observed). Panel b. is a binned scatter plot of the relationship between the share in animal source food and total food
expenditures. Data from the RLMS over the period 1994–2011. The sample only includes observations for the 7,104 individuals used to estimate the model
in column (1) from Table 3. See Table 1 for data definitions, Table 2 for descriptive statistics and its note for more details about the sample.
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specification, using the logarithm of income instead of life satisfaction as the dependent variable. As expected, there is no
significant association between the actual shares and the shares ‘‘inferred’’ from income data: the regression coefficient is close
to zero (0.140) and statistically insignificant.

Finally, we can assess whether other measures of subjective well-being besides satisfaction can also satisfy this same
validity test. Indeed, Benjamin et al. (2012, 2014) find marked differences between evaluative measures, such as life satis-
faction, and other measures of subjective well-being. The last three columns reproduce the baseline specification, using other
measures of well-being instead of life satisfaction as the dependent variable: specifically, economic satisfaction in column
(5), perceived economic rank in column (6), and health self-evaluation in column (7). Column (5) shows that economic
satisfaction does not pass the same validity test: the regression coefficient between predicted and actual choices is close
to zero (-0.003) and statistically insignificant. It is remarkable that the results are so different, given that life satisfaction
and economic satisfaction are strongly correlated (correlation coefficient of 0.54) and would be more highly correlated if
not for the degree of measurement error commonly found in this type of subjective measure.23

Column (6) shows that, when economic rank is the outcome variable, the regression coefficient between predicted and
actual choices is 0.39 (statistically significant at the 10% level). Still, this regression coefficient of 0.39 is half the magnitude
of the corresponding coefficient of 0.76 for life satisfaction (and their difference is statistically significant at the 10% level).
23 For instance, the test–retest correlation over four weeks for a five-item life satisfaction measure is about 0.77 (Lucas, Diener, & Suh, 1996), which is
significantly below the corresponding correlation of about 0.9 for objective outcomes such as education.



Table 3
Regression results.

(1) (2) (3) (4) (5) (6) (7)

Dependent variable Life sat. Life sat. Life sat. Log(income) Econ. sat. Econ. rank Health eval.

Regression coefficient 0.763 0.792 0.899 0.140 �0.003 0.391 �0.013
Predicted-actual behavior (0.196) (0.240) (0.270) (0.158) (0.271) (0.222) (0.258)

Expenditures share in animal source food:
Mean, actual 0.571 0.572 0.572 0.571 0.571 0.572 0.572

(0.001) (0.001) (0.001) (0.001) (0.001) (0.001) (0.001)
Mean, predicted 0.512 0.504 0.510 0.533 0.403 0.492 0.519

(0.007) (0.007) (0.007) (0.007) (0.007) (0.009) (0.007)
Proportion indeterminate 0.144 0.167 0.168 0.079 0.143 0.136 0.181

(0.005) (0.005) (0.005) (0.005) (0.008) (0.005) (0.006)
Proportion extreme 0.601 0.603 0.604 0.568 0.626 0.612 0.618

(0.007) (0.007) (0.007) (0.008) (0.015) (0.008) (0.008)

Controlling for income No Yes Yes No No No No
Correcting for prices No No Yes No No No No
Observations 70,317 70,317 70,317 70,317 58,950 69,494 70,096
Individuals 7,104 7,104 7,104 7,104 7,104 7,103 7,104

Notes: Each column corresponds to a separate regression of the corresponding dependent variable on two main independent variables: the logarithms of
expenditures in animal and non-animal source food. Their coefficients are allowed to be individual-specific. Those coefficients were used to evaluate the
formulas described in Section 5. All standard errors are bootstrapped and clustered at the individual level. The Regression Coefficient Predicted-Actual
Behavior corresponds to the coefficient from a Tobit regression of predicted expenditure shares on actual expenditure shares from animal food. The
Proportion Indeterminate corresponds to the proportion of individuals for which the estimated marginal utilities are negative for both food categories. The
Proportion Extreme corresponds to the proportion of individuals for which exactly one of the two estimated marginal utilities are negative, which results in
the extreme prediction that all expenditures should go to one of the two food categories. The regressions always include individual-specific fixed effects,
year dummies, household size, a dummy for household head, age, age squared, a set of four dummies for marital status, eight region dummies and their
interactions with the time effects. Columns (2) and (3) include the logarithm of income as additional control variable, allowing for individual-specific
coefficients. In column (3) the expenditures variables are divided by their corresponding price indexes. All dependent variables with a subjective scale (life
satisfaction, economic satisfaction and health self-evaluation) are transformed using the Probit-OLS method. Data from the RLMS over the period 1994–
2011. The sample excludes individuals with zero or missing information for expenditures/income, observations in the top-1% of the distribution of
expenditures/income and individuals who were respondents in fewer than five rounds. See Table 1 for data definitions and Table 2 for descriptive statistics.
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Last, column (7) shows the results for a subjective measure of well-being that should not accurately predict expenditure
choices: health self-evaluation. As expected, the association between predicted and actual expenditure shares reported in
column (7) is close to zero (-0.01) and statistically insignificant.

6. Conclusions

We proposed a general validity test for subjective well-being data. The test consists of three steps: inferring preferences
from subjective well-being data through regression analysis; using those estimates to predict how a rational
utility-maximizer individual should act; and comparing predicted behavior with actual behavior. We provided an applica-
tion of this test based on a model of food consumption. In this application, the estimates of the predicted choices are not
nearly precise enough to compare actual and predicted choices for each individual. However, we conducted a weak version
of the test by measuring the cross-individual association between actual and predicted expenditure shares. We found that,
for each percentage point increase in the actual expenditure share of an individual, the individual’s predicted expenditure
share (inferred from life satisfaction data) increases by 0.76 (SE 0.196) percentage points. Other objective and subjective
measures of well-being (e.g., income, satisfaction with economic conditions) performed significantly worse. Overall, the
evidence suggests that life satisfaction contains some useful information about experienced utility.

Our empirical application has obvious limitations regarding the data and the model. However, if anything, this means that
there is a positive association between predicted and actual choices in spite of these limitations. Future research can apply
our validity tests in other contexts. For example, one interesting application would be to test whether preferences inferred
from life satisfaction data can predict work-related choices, such as occupation and work hours.24 Furthermore, there is no
reason to believe that any single measure of well-being should be consistent with all possible marginal rates of substitution
(Becker & Rayo, 2008; Benjamin, Heffetz, Kimball, & Szembrot, 2014). It is possible that life satisfaction provides accurate rep-
resentations of some marginal rates of substitution (e.g., between two categories of food) but inaccurate representations of
other marginal rates of substitution (e.g., between consumption and leisure). Thus, future research should aim at identifying
the combination of subjective measures of well-being that is most consistent with a range of behaviors.
24 The challenge is to exploit credible identification strategies. For example, in the case of work-related choices one could exploit changes in labor laws or
income taxes to obtain exogenous variation from which to infer preferences.
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